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In a recent paper, Rosenberg and Schmidt demonstrated the ap-
plicability of a speaker-trained, isolated word speech recognizer to

the problem of automatic directory assistance. Input to the system
was in the form ofa string of letters which spelled the last name and
initials of an individual for whom a directory listing was required.

Rosenberg and Schmidt found that, even though the recognition rate

for individual letters was rather low (approximately 80 percent), the

rate at which the correct directory listing was found was higher
(approximately 95 percent). In this paper, we extend these results to

include the case of speaker-independent recognition of letters. We
show that overall performance in the speaker-independent mode is

comparable to performance in a speaker-dependent mode and ex-

amine various factors important for operation in a speaker-indepen-
dent mode, such as characteristics of the reference templates, choice

of decision rule, and threshold parameters. For the most part, the

overall system is remarkably robust to the parameters of the recog-

nizer. For the best choice of these parameters, a 95-percent correct

string rate is obtained, comparable to the performance in a speaker-

dependent mode.

I. INTRODUCTION

In the past few years, a great deal has been learned about the

processes of automatic speech recognition. As a result, it is now
practical to implement isolated word recognizers which achieve high

accuracy for a variety of talkers for which the system is trained.
1 For

the case of word recognizers that are speaker-independent, we are only

now learning how to reliably implement such systems based on statis-

tical characterizations of the variability in speaking the words of the
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vocabulary.
2"5 Because of the success of these recognition efforts, work

has been proceeding on task-oriented applications of isolated word

recognition.

One such example of a task-oriented recognizer is the directory

assistance system proposed by Rosenberg and Schmidt.
6 For this

system, an isolated word recognizer is linked to a post-processing

directory search algorithm to find a name in the directory that best

matches the recognizer output (which is, of course, an estimate of the

spoken name). A block diagram of this system is given in Fig. 1. The

input to the system is a string of isolated words consisting of the letters

of the last name (up to six letters), followed by the command word

stop, followed by one or more initials, and a final stop (to delimit the

end of the string). The isolated word recognizer provides a set of

candidates for each spoken word (as shown in Fig. 1 for the name lee

k) ordered by recognition distance. The matrix of recognition candi-

dates is used by a post-processor directory search procedure which

queries a directory of names to find a best match to the candidate

string.

Rosenberg and Schmidt evaluated the performance of the system of

Fig. 1 using a speaker-trained recognizer trained to each of 10 talkers.

Although the acoustic recognition rate of the system on the letters was

moderate (on the order of 70 to 80 percent), the recognition rate on

the names was reasonably high (94 to 96 percent) due to the powerful

contextual constraints imposed by the directory of names. Since the

results of the earlier study were so encouraging, the system has been

evaluated using a speaker-independent word recognizer in place of the

speaker-trained recognizer. It is the purpose of this paper to discuss

the results of this modified system and to compare its performance to

the system where speaker-dependent templates are used. We will also

discuss the effect on system performance of some experimental vari-

ables of the recognizer such as decision and threshold parameters and

method of template construction.

Before presenting a discussion of the research which was carried
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Fig. 1—Overall block diagram of the directory assistance system.
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out, a few comments are worth making on the broad outlook of this

type of recognition system. The first comment concerns the use of

isolated words (letters) to spell a name rather than a connected string

of letters. Although connected input is more natural than isolated

input, it is not currently feasible to accurately recognize connected
letters. As such, the isolated word format is the only current practical

choice for the input to the system. The next comment concerns the

issue of making the system speaker independent. In order for a system

like the proposed one to be practical, it must operate in a speaker-

independent manner, since it is not feasible to train, or store, templates

for each possible user. Thus the work described here is not only a

forward step, it is a necessary step for the system to be useful for the

intended application. The final comment concerns the post-processing

directory search algorithm. As mentioned earlier, the search procedure

used here is a form of backtracking algorithm. Recently, Aldefeld et al

have proposed a more efficient, more accurate minimum distance

searching algorithm for use in the directory assistance system.
7
Al-

though this new search method effectively replaces the one used here

(and is currently being studied in this application), the results to be

presented here reflect the broad interactions between the recognizer

and the post-processor, and are essentially independent of the details

of the search method.

The outline of this paper is as follows. In Section II we review the
operation of the major components of the directory assistance system,

i.e., the word recognizer and the post-processing search method. Sec-

tion III describes the techniques used to evaluate system performance

and to study the effects of various recognition parameters. Results of

the investigations are given in Section IV, and in Sections V and VI
these results are discussed.

II. OVERALL SYSTEM DESCRIPTION

We again refer to the block diagram of the overall spoken input,

directory assistance system as shown in Fig. 1. Access to the system is

via an ordinary telephone handset over a dialed-up connection through

the local pbx. Upon receipt of an audible cue, the customer utters a

string of letters which spell the last name and initials of an individual

as listed in a telephone directory. The 18,000-entry Bell Laboratories

directory is used in this implementation. The individual letters must
be spoken distinctly and in an isolated manner (i.e., separated by
intervals of at least 100 ms). The letters of the last name are spelled

first, followed by a "stop" command followed by the initials, and a final

"stop" command. Last-name lengths can be truncated to a specified

maximum number of letters. Digits are included in the vocabulary to

enable disambiguating information to be supplied when identical
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names are encountered. Such information can be in the form of a four-

digit organization number for Bell Laboratories directory listings.

The acoustic string of spelled letters is digitized and presented to a

speech recognizer (an isolated word recognizer) which outputs candi-

date name strings to be searched in the telephone directory. For an

actual implementation of the system, directory listing information

corresponding to matching entries are read back to the customers via

a conventional voice response unit. For the experimental evaluation

described in this paper, the vocabulary consisted of only the letters of

the alphabet, and the voice response system played no role.

2. 1 Generating candidate strings

A detailed description of the process for generating candidate strings

is given in Fig. 2, which shows the output and intermediate stages

corresponding to a single uttered word at the input. The basic com-

ponents of the system are as follows. First, there is an isolated word

recognizer whose operation is based on reduction of the digitized

speech signal of an input utterance to sets of eighth-order linear

prediction coefficients (lpc) spaced at 15-ms intervals throughout the

utterance and a dynamic programming time alignment and matching

procedure for comparing the input utterance with a set of word

reference templates. The details of the word recognizer have been

adequately described in the references
8 and will be omitted here.

The speaker-independent reference template store consists of NT

templates for each of the nw words in the vocabulary. NT is set to 12

and nw equals 39 for the vocabulary shown in Table I.

The speaker-independent reference templates were derived in the
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Fig. 2—Block diagram of the process for generating candidate words.
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Table I—Vocabulary

1. A 14. N 27. Stop
2. B 15. 28. Error
3. C 16. P 29. Repeat
4. D 17. Q 30. Zero
5. E 18. R 31. One
6. F 19. S 32. Two
7. G 20. T 33. Three
8. H 21. U 34. Four
9. I 22. V 35. Five

10. J 23. W 36. Six
11. K 24. X 37. Seven
12. L 25. Y 38. Eight
13. M 26. Z 39. Nine

following way. A population of 100 speakers, 50 male and 50 female,

provided a single utterance for each word in the vocabulary shown in

Table I. These utterances were carefully edited, digitized, and reduced
to lpc templates. Using the dynamic programming time alignment and
matching procedure, a measure of dissimilarity or distance was calcu-

lated for each pair of the 100 utterances for each word in the vocabu-

lary. These pairwise distances were input to a statistical clustering

process whose output was a classification of the 100 templates into a

much smaller set of template groups or clusters. Each cluster can be
represented either by the template at the cluster center or by a

template which is the average of the templates included in the cluster.

The basic principle underlying the use of this statistical clustering

procedure is that if the 100-speaker population adequately represents

a large fraction of the speaking population as a whole for this vocab-
ulary, then the reduced set of clusters will also fairly represent this

whole population. A detailed description of the statistical clustering

procedures and an evaluation of recognizer performance using the
resulting templates can be found in Refs. 3 to 5.

The output of the word recognizer is a matrix of distances or

dissimilarity values for the comparison of the input word with each of

the nw X nt reference templates.

The second step in the process is combining the distances by
invoking some decision rule to provide a single distance figure for each
word in the vocabulary. The rule that has been chosen is the K-nearest
neighbor (knn) rule,

3
in which the combined distance is the average of

the K best (smallest) distances for each vocabulary word.

The following two steps are carried out to restrict the number of

candidate words provided to the directory search. First, a distance

rejection threshold is imposed to eliminate as candidate words all

templates whose distances exceed the threshold. Second, the candidate

words are ordered by their distances and no more than ncmax of them
are admitted.
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The output of the recognizer is an ordered set of candidate words

corresponding to the word uttered as input. An array of candidate

letters corresponding to a string of uttered letters forming a name is

provided to search the telephone directory in an attempt to find an

entry which matches some combination of the candidate letters.

Based on the above discussion, we see that the major experimental

variables in the recognizer that can affect the performance of the

directory assistance system are:

(i) Speaker-dependent versus speaker-independent templates.

(ii) For speaker-independent templates, the method of template

construction.

(Hi) The knn rule for recognition.

(iv) The distance rejection threshold level.

(v) The cutoff number of candidates for each letter (ncmax).

Although each of the above variables has been studied in isolation

(i.e., without context), it is important to understand its effects in a

task-oriented application such as the directory assistance system. We
investigate such effects in Section III.

2.2 Post-processor directory search method

The overall search and matching procedure is outlined in the sim-

plified flowchart shown in Fig. 3. The directory search is a kind of

iterative "backtracking" process. The directory is probed to find that

entry which has the greatest consecutive number of letters starting

with the first position which match the letters of the current candidate

string. New candidate strings are formed by replacing the candidate

letter in the left-most mismatch position of the last candidate string

by the next best letter available in that position from the candidate

letter array. If all the candidate letters in that position are exhausted,

it is replaced by its best candidate letter and the preceding position is

selected for candidate letter replacement. The search fails when the

selected position is "backtracked" beyond the first position. The

matching and search procedure allows for the possibility of no candi-

date letters at all in one or more positions by permitting a match to

any letter in such positions. In addition, such "wild card" positions can

be imposed one position at a time after all candidate strings provided

by the recognizer have been exhausted. The details describing the

directory search and match procedure are found in Ref. 6.

III. EVALUATION DESCRIPTION

Fourteen adult speakers (seven male and seven female) participated

in an evaluation of the directory assistance system. The subjects were

all native speakers of English and were unpaid volunteers. Seven of

these speakers were included in the training set for the construction of
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Fig. 3—Flow chart showing search and matching procedure for the directory searching
post-processor.

the speaker-independent templates and ten speakers participated in

the earlier experiment in which only speaker-dependent templates
were used. For comparison, the speaker-dependent template condition

was repeated in this evaluation. Those speakers who did not participate

in the earlier experiment were required to establish two reference

templates for each item in the vocabulary for the speaker-dependent
condition. These were obtained in two separate sessions for each
speaker lasting approximately 5 minutes each.

In the test sessions, each speaker spelled each of 50 names from a
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list randomly selected from the Bell Laboratories directory. The list is

shown in Table II and is the same one used in the earlier evaluation.

In this experiment, last-name lengths are truncated to six letters. Also,

the test utterances consist only of letters of the alphabet. Digits are

not included, nor is "stop," which is assumed to be recognized without

error. Thus the experimental value ofnw is 26. Most speakers required

two sessions to complete the 50-name list. The talkers provided their

utterances in a quiet computer laboratory, using an ordinary telephone

handset over dialed-up telephone lines. The utterances were digitized

and preprocessed on-line using a Data General Eclipse S-230 labora-

tory computer. Recognition and directory searching and matching

were carried out off-line using the same facility. Typically, a set of 50

names took 2 hours for recognition and about 1 hour for directory

search.

3. 1 Experimental parameters

3. 1. 1 Reference templates

In addition to speaker-dependent templates, three types of speaker-

independent templates were investigated. The first type of templates

was produced by an interactive clustering technique in which an

operator guided the clustering analysis. Such techniques are called

supervised procedures. In this method, each cluster was represented

by its minimax center.
3 The second and third types of templates

Table II— List of test names used in the

evaluation. Letters in parentheses were

omitted.

1. ZBOYAN A M 26. TINLEY M A

2. KRIEGER(R) G E 27. SHAEFF(ER) P A

3. ROHM B J 28. LIND G R
4. EPWORT(H) R 29. SHIPLE(Y) J W
5. lindha(rd) e a 30. CUCCO J A

6. BURNS J F 31. HOFER F R
7. RUDDOC(k)B 32. DUNBAR J J

8. schill(o) r f 33. duke s d
9. goozh j l 34. wasson r d

10. virost(ek) a m 35. HOOD a a

11. LENNON F W 36. MENGEL M R
12. vashis(hta) p 37. RAVER d f

13. DUFFY G L 38. FULTZ K E
14. YAEGER J C 39. CADWEL(L) K

15. crawfo(rd) c d 40. youhas j m
16. WEEKS C G 41. VANBEN(THEM) J

17. AVEYAR(D) R L 42. DUNCAN(SON) J P

18. GRECO T J 43. SUMNER E E

19. MODARR(ESSI) A R 44. LAWREN(Z) D A

20. ERWIN W J 45. BLY J

21. LUM P S 46. NEWELL J A
22. SOOS N A 47. stauba(ch) w e

23. SKARIN R H 48. TATE B A

24. teneyc(k) j h 49. onder j j

25. SACCO G A 50. solomi(ta) k S
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represented clusters by averaging the tokens in each cluster. The
averaging was carried out using the autocorrelation coefficient repre-

sentation of the templates.
5 The second type of templates was obtained

from the supervised method, and the third type was unsupervised (i.e.,

obtained from a fully automatic clustering procedure). It is important
that the performance of the system with the unsupervised templates

be essentially comparable to that with supervised templates, since this

case represents the most practical one for most applications.

As noted in the previous section, there were two templates per word
for speaker-dependent templates and 12 templates per word for

speaker-independent templates.

3. 1.2 K-nearest neighbor decision rule for speaker-independent
templates

It has already been noted, in the speaker-independent case, that the

distances output by the recognizer for each template were combined
into a single distance, for each word in the vocabulary, using the K-
nearest neighbor rule

3
(knn). Three values ofK were used, namely, K

= 1, 2, and 3.

The knn rule is not an experimental variable for the speaker-

dependent condition where there are just two templates per vocabulary
item. For this condition, the minimum distance, nearest neighbor rule

(K = 1) was applied.

3. 1.3 Rejection threshold

The results will demonstrate that the performance of the "back-

track" procedure for searching and matching directory strings is sen-

sitive to the number of candidate letters allowed per letter in that the

search time increases rapidly as the number of candidate letters

increases. One way to control the number of candidate letters is to

impose a rejection threshold which admits only those candidate letters

whose templates have distances less than the threshold. Nine a pos-

teriori threshold values were examined in this experiment. In addition,

the value of ncmax was set to 10.

IV. RESULTS

4. 1 Speaker-independent versus speaker-dependent performance

The performance of the system is best specified in terms of the

number of spelled names matched correctly to names in the directory.

The rate at which errors are made for this performance criterion is

termed string error rate. Results for the speaker-independent condi-

tion are represented by Type 2 templates, obtained by averaging in a

supervised procedure, using the knn rule with K = 2. The error rates
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shown are obtained by averaging the error rates for the three best

rejection threshold conditions for each individual. This averaging

procedure is invoked to provide more representative results, since

there is a fair amount of fluctuation of string error rate as a function

of threshold for some individuals in the region of optimum threshold.

Individual string error rates for speaker-independent and speaker-

dependent templates are shown connected in Fig. 4. The mean error

rate for all talkers, shown by solid arrows, is 9.9 percent for the

speaker-independent condition and 4.9 percent for the speaker-depen-

dent condition. Individuals included in the training set for constructing

SPEAKER
INDEPENDENT

SPEAKER
INDEPENDENT

SPEAKER
DEPENDENT

SPEAKER
INDEPENDENT

SPEAKER
DEPENDENT

SPEAKER
DEPENDENT

(a) (b) (c)

Fig. 4—Overall error rates for individual talkers shown for Type 2 speaker-indepen-

dent templates and speaker-dependent templates, (a) String error rate, (b) Word error

rate (five best candidates), (c) Word error rate (five best candidates) unthresholded.
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the speaker-independent templates are distinguished by different sym-
bols from those who are not. A statistical significance test, the Mann-
Whitney U-Test,

9
failed to detect a significant difference (i.e., U(7) =

22.5, p < 0.42) between the performances of these two populations for

either the speaker-independent or speaker-dependent condition. Of
course, a difference in performance could only be anticipated for the

speaker-independent population.

The Mann-Whitney U-Test was also invoked to detect significant

differences between the speaker-independent and speaker-dependent

performances. In this case, a marginally statistically significant differ-

ence at the 10-percent level (U(14) = 62.5) was found. The difference

is apparently accounted for by the two worst individual rates for the

speaker-independent condition. Curiously, these two individuals, with

26.7- and 44.0-percent error rates, were both included in the training

set for template construction. Although their performances were also

generally inferior for the speaker-dependent condition, only for the

speaker-independent condition were their performances so radically

separated from the rest of the population. This effect is discussed later

in this paper. The effect of removing the extremes of the distribution

(including these two individuals) from the population by taking the

median of the data (rather than the mean) is indicated by the arrows

in Fig. 4. Difference in performance between speaker-independent and
speaker-dependent populations is considerably narrowed with error

rates of 5.7 and 4.0 percent, respectively. There is no detectable

statistically significant difference (U(12) = 49.0, p > 0.1).

Error rates for individual letters in the name strings are denoted
word error rates. These error rates characterize the performance of

the acoustical recognition components of the system in contrast to

string error rates which characterize whole system performance. Word
error rates (i.e., the rate at which the correct word is not among the N
best candidates for recognition), in the absence of a rejection threshold,

are shown plotted in Fig. 5a for the speaker-independent condition and
5b for the speaker-dependent condition. (The speaker-independent

condition uses the same template type and knn rule parameter as

observed in Fig. 4a.) Word error rate is also shown plotted as a function

of N best candidates, or candidates with the N smallest distances, for

the mean and median across the 14 talkers as well as the best and
worst individual talkers. The conventional performance measure for

recognition accuracy is the TV = 1 rate, the rate for which the best

candidate is incorrect. By this criterion, the recognizer performs at a

mean error rate of 23.5 percent for speaker-independent templates and
19.0 percent for speaker-dependent templates. (In the earlier experi-

ment using speaker-dependent templates, the median word error rate

over 10 talkers was 20.5 percent.) Performance improves with increas-
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N (NUMBER OF BEST CANDIDATES)
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N (NUMBER OF BEST CANDIDATES)

Fig. 5 Word error rates as a function of number of best candidates showing the

mean and median over all the talkers as well as the best and worst individual talker, (a)

Speaker dependent, (b) Type 2 speaker independent.

ing number of best candidates, although differential improvement in

performance decreases.

For five best candidates, the mean error rate is 3.9 percent for

speaker-independent templates and 2.9 percent for speaker-dependent

templates. It was pointed out in the earlier experiment6
that the five-

best-candidate performance figure is more meaningful for this system

than the conventional, best-candidate recognizer performance figure.

This is because candidate name strings are constructed from a list of

best candidate letters (as many as 10 in this experiment) for each

position in the string. In fact, in the earlier experiment it was shown

that word error rate for five best candidates is a reasonably good

predictor for string error rate.

In Fig. 4, along with individual string error rates shown in 4a,

individual word error rates (five best candidates) are plotted in 4b and

4c. The rates shown in Fig. 4b are associated with the same threshold

conditions for the individual string error rates shown in 4a. Individual

error rates with no threshold imposed are shown in 4c. Except for the
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two worst individual performances, word error rates for five best

candidates are seen to be comparable to the string error rates. They
do, however, exhibit less variability and occupy a smaller range than

the string error rate. Such relative statistical stability is to be expected,

since just a single word error out of some six or eight words in a string

will result in a string error.

4.2 Effect of template type

To characterize the system performance for speaker-independent

templates in Fig. 4, we chose templates that are constructed by
averaging autocorrelation coefficients in a supervised procedure. In

fact, there are no significant differences in string error performance
among the three speaker-independent template types investigated in

this experiment, as shown in Fig. 6 (values of U(14) range from 77 to

91.5). Shown plotted are overall string error rates, means, and medians,

for each of the three speaker-independent template types, and for

speaker-dependent templates. These were obtained in the same way
as the data displayed in Fig. 4 (i.e., by averaging the three best

threshold conditions for each individual talker). Also plotted in this

figure are mean word error rates (five best candidates). For the word
error rate criterion, it is seen that Type 2 templates have a slight

D MEAN STRING ERROR RATE

O MEDIAN STRING ERROR RATE

MEAN WOUD FRROR RATE
(5 BEST CANDIDATES)

SPEAKER
DEPENDENT

Fig. 6—Overall string error rate and word error rate (five best candidates) for three
speaker-independent template types and speaker-dependent templates.
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advantage. This is why they were chosen to represent speaker-inde-

pendent templates in the overall results even though the resulting

string error rate is slightly worse than for the other types as seen in

the figure. However, the Mann-Whitney Test failed to detect any

significant differences (significance levels all greater than 10 percent)

among the speaker-independent template types for either string error

rate or word error rate (five best candidates). Speaker-dependent

templates, though, do have a statistically small but significant advan-

tage over any of the speaker-independent types (U(14) s 65, corre-

sponding to p < 0.1).

Significant differences among speaker-independent template types

do show up in one measurement. Word error rates for each template

type are shown plotted as a function of number of best candidates in

Fig. 7. Statistically significant differences (U(14) < 52.5, p < 0.05)

among the template types are found for N = 1, word error rate (best

candidate) with the best performance for Type 2 templates. For N
greater than 1, there are no statistically significant differences (U(14)

> 67.5). Since the performance of the search algorithm is relatively

insensitive to the N = 1 word error rate, this result has little impact.

We conclude that, for the purposes of this system, there is little

choice among the three speaker-independent template types and only

a marginal advantage for speaker-dependent templates.

4.3 Effect ofKNN rule parameter

The effect of varying the K parameter for the knn decision rule is

shown in Fig. 8. All three experimental values of if were observed only

for Type 1 templates. Mean string error rate, word error rate (best

candidate), and word error rate (five best candidates) over all individ-

uals are shown plotted as a function of K in Fig. 8a. In an earlier

experiment
3
it was shown that setting the K parameter to 2 provided

best performance for reference data containing 12 templates per word.

Although examination of Fig. 8a shows no clear trend for that value,

if the two worst individual performances are removed, trends become

apparent. Figure 8b plots the same variables as a function of K as

shown in 8a for the 12 best individual performances, while the two

worst performances are plotted in Fig. 8c. It seems clear that K = 2 or

3 is preferred for the best performances while K = 1 has a strong

advantage for the worst performances.

A possible explanation is the following. The worst talkers may have

few reliable reference templates, perhaps only one per word. In such

a situation, it can only be harmful to average the distance of a reliable

template with others that are not. Thus, the predicted stabilizing effect

of using the knn rule with K = 2 or 3 for the 12-template-per-word

vocabulary can only be attained when there are a sufficient number of
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2 3 4

N (NUMBER OF BEST CANDIDATES)

Fig. 7—Mean word error rate (unthresholded) as a function of number of best
candidates for three speaker-independent template types and speaker-dependent tem-
plates.

reliable templates per word. For such talkers, it would be advantageous

to try to estimate the value of K that gives the best results on a

calibration name, and then use this value of K for the system. This

procedure is cumbersome and hampers the use of the system.

The effect of selecting the best K value for each individual talker is

summarized in Table III, where means and medians of string error

rates and word error rates are shown. Speaker-dependent rates are

shown for comparison. It can be seen that selecting the K value which
provides the best string error rate for each talker yields mean and
median string error rate of 6.6 and 4.7 percent, respectively. This

represents a 25- or 30-percent improvement in string error rate over

the condition when the compromise K value of 2 is used. The corre-
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WORD
ERROR RATE
(BEST
CANDIDATE)

•STRING ERROR
RATE

• WORD
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(5 BEST
CANDIDATES)

Fig. 8—Mean word error rate (best candidate), word error rate (five best candidates),

and string error rate as a function of knn decision rule parameter, (a) All talkers, (b)

Twelve best talkers, (c) Two worst talkers.

sponding improvement in word error rate (five best candidates) is

about 10 percent, while the improvement in word error rate (best

candidate) is negligible. It seems that string error rate is fairly sensitive

to choice ofK value. As implied in Fig. 8, the best choice ofK is three

for the 12 best talkers and one for the two worst talkers.

4.4 Effect of threshold variation

As mentioned earlier, the rejection threshold, which is applied

following the knn decision rule, has the effect of limiting the number

Table III—Overall error rates obtained in the evaluation

Speaker
K=2 Best tf

Dependent

String Error Rate
Mean 9.5 6.6 4.9

Median 6.4 4.7 4.0

Word Error Rate
Best candidate
Mean 30.8 30.6 19.3

Median 30.2 29.7 16.2

Best 5 candidates

Mean 5.7 5.3 3.8

Median 4.7 4.2 2.8
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of candidate letters available for constructing candidate strings. The
threshold is a sensitive variable affecting system performance, since if

too few candidate letters are admitted there is a risk of excluding the

correct string as a match, while if too many candidate letters are

admitted there is a risk of obtaining an incorrect match before the

correct string is generated. This effect is shown in Fig. 9, where mean
and median string error rates are plotted as a function of threshold.

Also shown plotted as a function of threshold are mean word error

rate (five best candidates) and mean number of candidates admitted
per word. Type 2 templates are used with knn rule value (K) set to 2.

Both the mean and median string error rates have clear minima while

word error rate approaches an asymptotic minimum at 4.0 percent,

which is very nearly the unthresholded value. The mean number of

candidates admitted per word monotonically increases as a function of

threshold. It appears that an optimum uniform threshold setting is

0.45 0.55 0.65 0.75

DISTANCE THRESHOLD

0.85

Fig. 9-Effect on performance of distance rejection threshold, (a) Mean number of
candidates per word input, (b) Mean string error rate, (c) Median string error rate, (d)
Mean word error rate (five best candidates), (e) Mean and (0 median string error rate
using best individual talker threshold settings.
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found just at the point where word error rate (five best candidates) is

approaching a minimum and the mean number of candidates admitted

is 6 or 7. Any further threshold relaxation decreases string error

performance. For comparison, the mean and median string error rates

for best individual threshold conditions are shown by the arrows along

the ordinate.

4.5 Recognizer confusions

Additional insight into the recognition results can be gained by

examining the confusions made by the recognizer among the vocabu-

lary words. A confusion matrix is shown in Table IV, which provides

the mean frequency of recognition for each specified letter over all the

trials of all the talkers. A letter is defined as "recognized" if it is ranked

better than the specified letter in the candidate list. (The specified

letter is not recognized only when it is rejected from the candidate

list.) Recognition frequencies less than 5 percent are omitted to sim-

plify the matrix. This matrix is tabulated from Type 2 templates with

knn rule value set to 2. A similar matrix was presented in the original

experiment for speaker-dependent template data.
5 The present results

are not materially different from the earlier results. As expected, there

are a large number of confusions among the "BDE ..." family of

letters, as weU as "AJK," "FS," "MN," and "IY." Only rarely are the

confusions symmetric. For example, "A" is recognized as "K" with a

frequency of 21 percent, but there is no significant confusion of "K"

Table IV—Letter recognition confusion matrix, The numbers in

parentheses are percent distribution frequencies for individual

letters.

Frequency of Recognition as a Function of Specified Letter

Recognized As

Specified As B DEGPTVZCAJ K I Y F S X M N

B (2.5) 30 14 7 5 14 6 12 5

D (4.7) 7 34 5 11 14 11 7 7

E (9.6) 5 13 61 6 7

G (2.8) 7 6 62 8 6

P (1.6) 11 12 36 14 12 7

T (2.5) 8 11 13 32 6 9 8

V (1.4) 5 7 6 6 5 38 21 7

Z (1.0) 7 9 59 12

C (4.1) 13 79

A (9.9) 6 5 6556 34 8 15

J (4.9) 5 7 74 6

K (1.9) 6 12 78

I (3.0) 85 13

Y (2.2) 100

F (3.3) 85 14

S (5.8) 10 85 5

M (3.0) 63 25

N (6.3)
5 75
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for "A." The confusions tabulated in this matrix well illustrate the

difficulties associated with this vocabulary for recognition.

V. SUMMARY AND DISCUSSION

The principal results of this experiment are twofold. First, context

constraint in the form of spelled names as listed in a telephone

directory has a powerful correcting influence on the performance of an
automatic directory assistance system with a vocabulary composed of

letters of the alphabet. This result is a confirmation of the results of

an earlier experiment and is shown by a comparison of error rates for

individual words of the order of 30 percent, with error rates for name
strings of the order of 5 percent. Second, only a slightly significant

degradation in performance is associated with using speaker-indepen-

dent templates instead of speaker-dependent templates. In addition,

we have seen that, for the speaker-independent case, the performance

for individuals included in the training set is essentially the same as

for those who were not in the training set.

The results suggest in a qualitative way that there is more variability

in performance using speaker-independent templates than with

speaker-dependent templates. A particularly conspicuous example is

the performance of one of the two worst talkers, whose error rates are

markedly worse than the mean over all talkers for speaker-independent

templates but close to the mean for speaker-dependent templates (see

Fig. 4).

A possible explanation for the apparent greater variability and
general degradation in performance for speaker-independent templates

compared with speaker-dependent templates lies in the consideration

of what we might call catastrophic errors. A catastrophic word error is

defined as an error in which the correct word is ranked worse than
tenth in the list of word candidates. Such a ranking removes the

correct letter completely from the candidates available for searching

the directory for a matching string. As a result, the chances of obtaining

a string error are greatly increased, since the "wild card" procedure

mentioned at the end of Section II can handle at most one such error.

The number of catastrophic word errors has been tabulated for the

best individual threshold conditions for speaker-dependent templates

and for template Type 3 and K = 3 speaker-independent templates.

Percentages of 1.6 of the total number of matches for speaker-depen-

dent templates and 2.8 for speaker-independent templates were cata-

strophic errors. Moreover, in rare but striking instances catastrophic

errors are distributed quite nonuniformly across the vocabulary. For
example, for the worst speaker using speaker-independent templates,

75 percent of the "A's," 37 percent of the "R's," 34 percent of the

"N's," and 26 percent of the "O's" resulted in catastrophic errors with
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just a few additional errors scattered over the rest of the vocabulary.

Such repeatedly poor performance on these letters, not surprisingly,

resulted in poor string error performance.

There are two possible sources of catastrophic word errors. First,

the test utterance may be botched or severely degraded by some

disturbance to the extent that it does not resemble any of the correct

reference templates. The second possibility is that the correct reference

templates may not all be characteristic of the speaker's normal utter-

ances. It seems likely that occasional catastrophic errors should result

from the first condition, but that repeated catastrophic errors probably

arise from the second condition.

Although the second condition might occur for either speaker-de-

pendent or speaker-independent templates, there seems to be a dis-

tinct, although perhaps rare, possibility that none of the 12 speaker-

independent templates for a particular word in the vocabulary are

characteristic of a given speaker's utterances. The result would be the

repeated catastrophic errors that have been observed for the worst

performing speaker.

Although Rabiner and Wilpon5 have demonstrated distinct differ-

ences in performance among the three speaker-independent template

types used in this experiment, with the most favorable performance

associated with Type 2 templates, no significant differences were

apparent in the results of this experiment. The differences observed

by Rabiner and Wilpon are associated with word error rate (best

candidate). However, in this experiment, string error performance is

relatively insensitive to the best candidate word for recognition, de-

pending only on the presence of the correct candidate in a list of up to

10 candidates (as seen in Fig. 6). As shown earlier, the performance of

this system is more closely related to the word error rate for five best

candidates, and this score is relatively insensitive to template type.

It has been shown that use of the ^-nearest neighbor decision rule

with K set to 2 or 3 produces a clear advantage in performance over

the conventional nearest-neighbor decision rule (K=l) with one im-

portant caveat. This is that there must be a sufficient number of

reliable templates among the 12 for each word. We have shown that

this condition did not hold for the two worst talkers, in which case K
should be set to 1.

The necessity for imposing a threshold distance to limit the number

of candidate words supplied for the search for a matching directory

entry has been demonstrated in Section 4.4. When the threshold is

relaxed beyond a certain optimum setting, allowing more candidate

words, string error rate actually increases. In addition, increasing the

number of candidate words lengthens the overall search time. Although

it is possible to set a uniform threshold for all talkers, there is a
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sensitive dependence on threshold for individual talkers, and perform-

ance can be improved by setting the threshold individually.

We have also discussed a possible adverse effect of imposing a

maximum limit on the number of candidate words. This is the occur-

rence of repeated "catastrophic" word errors in which the correct

candidate is excluded from the search. The result is a poor string error

rate. Since this experiment was completed, Aldefeld et al
7 have dem-

onstrated an improved search procedure which does not require that

the number of candidate words be limited and results in greatly

improved string accuracy of the order of 98 percent. It makes full use

of the distances associated with each candidate word and demonstrates
that the best match is that string in the directory whose total distance

is a minimum. The improved search procedure is also considerably

more efficient in operation. This efficiency is accomplished by parti-

tioning the directory according to equivalence classes based on acoust-

ical similarity using the information provided by the confusion matrix
shown in Table IV.

VI. CONCLUSION

We have confirmed the results of an earlier experiment demonstrat-

ing the powerful effects of spelling context on the automatic recognition

of spoken letters of the alphabet with specific application to the

retrieval of telephone directory entries, showing that the system can
operate in a speaker-independent mode nearly as well as the earlier

investigated speaker-dependent mode. Several experimental condi-
tions affecting performance associated with using speaker-independent

templates have been examined, including template construction tech-

nique, decision rule, and threshold. Under optimum conditions, mean
string error rate is approximately 5 percent for speaker-independent

templates.
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